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Lecture #04

Importance of Mutation

� Consider the following population of chromosomes. 

� This population does not contain a 1 as 

the last digit in any of the strings. 

� This implies that no string from this 

moment on can contain such a digit.

� Thus, the maximum value that can 
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� Thus, the maximum value that can 

evolve will be 111111111110 – after this 

point, this string will reproduce so as to 

dominate the population.

� This is because the crossover operator can only swap bits 

between strings, not introduce any new information.

� Mutation can thus be seen in part as an operator charged 

with maintaining the genetic diversity of the population by 

preserving the diversity embodied in the initial generation.

Performance Graph (1)
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Performance Graph (2)

� Since genetic algorithms are stochastic, their 

performance usually varies from generation to 

generation. 

� As a result, a curve showing the average 

performance of the entire population of 

chromosomes as well as a curve showing the 

4

chromosomes as well as a curve showing the 

performance of the best individual in the population 

is a useful way of examining the behaviour of a GA 

over the chosen number of generations.



A Simple Genetic Algorithm (1)

1. Start with a randomly generated population of N l − bit 

chromosomes (candidate solutions to a problem).

2. Calculate the fitness ƒ(x) of each chromosome x in the 

population.

3. Repeat the following steps until N offspring have been 

created:
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created:

a) Select a pair of parent chromosomes from the current 

population, the probability of selection being an increasing 

function of fitness. Selection is done "with replacement," 

meaning that the same chromosome can be selected more than 

once to become a parent.

b) With probability pc (the "crossover probability" or "crossover 

rate"), cross over the pair at a randomly chosen point (chosen 

with uniform probability) to form two offspring. If no crossover 

takes place, form two offspring that are exact copies of their 

respective parents (cloning).

A Simple Genetic Algorithm (2)

3. Repeat the following steps until N offspring have been 

created:

a) 0

b) 0

c) Mutate the two offspring at each locus with probability pm (the 

mutation probability or mutation rate), and place the resulting 

chromosomes in the new population.
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chromosomes in the new population.

If N is odd, one new population member can be discarded at 

random.

4. Replace the current population with the new population.

5. Go to step 2.

A Simple Genetic Algorithm (3)

� Each iteration of this process is called a generation. 

� A GA is typically iterated for anywhere from 50 to 500 or 

more generations. 

� The entire set of generations is called a run. 

� At the end of a run there are often one or more highly fit 

chromosomes in the population. 
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chromosomes in the population. 

� Since randomness plays a large role in each run, two runs 

with different random-number seeds will generally produce 

different detailed behaviours. 

� GA researchers often report statistics (such as the best 

fitness found in a run and the generation at which the 

individual with that best fitness was discovered) averaged 

over many different runs of the GA on the same problem.

Comparison of Biological and GA 

Terminology
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Optimization Problem (1)

� A pair (f, Ω) where f is a function from Ω to the set 

of real numbers R , and Ω is the set of possible 

solutions. 

� If Ω is a subset of Rn but is not a subset of Rn − 1, 

then n is the dimension of the problem. 
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� The aim may be to maximize or minimize the value 

of the objective function f. 

� Solving the problem means finding the element(s) 

of Ω for which f attains its maximum (minimum) 

value, if they exist.

Optimization Problem (2)

� In many lucky (or simplified) cases, f is a well-

behaved mathematical function of n real 

arguments, and Ω is a sufficiently regular subset of 

Rn so that the solution is found simply by equating 

to zero the derivatives of f. 

� But in the great majority of cases this is not 
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� But in the great majority of cases this is not 

possible and Ω is a discrete, though very large set. 

� In that case we speak of combinatorial optimization 

problems.

NP-Complete Problems (1)

� Optimum problems may be classified according to 

their computational complexity.

� No of elementary operations (arithmetic and logical 

instructions) needed to solve. 

� P-Problems
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� Problems for which an algorithm requiring a 

number of operations of order equal to a 

polynomial in n is known, are called P problems.

� NP-Problems

� Problems for which only algorithms exist whose 

number of required operations grows faster with 

n than a polynomial are called NP problems.

NP-Complete Problems (2)

� Whether a given problem for which a 

polynomial algorithm is not known, it could 

be either P or NP.

� The question if a NP problem actually exists 

is still essentially formally open.
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is still essentially formally open.

� However, a class of problems may be 

defined, which are (at present) NP.

� This class is known as NP-Complete.

� But it may be shown that if for one of them a 

polynomial algorithm may be found, then a 

polynomial algorithm exists for any NP problem.



NP-Complete Problems (3)

� One day, if someone will find a polynomial 

time algorithm for a NP-Complete problem, it 

would be possible to solve with the same 

complexity level for all NP-Complete 

problems.
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problems.

� In this case, P problems and NP problems 

coincide.

NP-Complete Problems (4)

� Indeed, the most notable characteristic of NP-complete 

problems is that no fast solution to them is known.

� That is, the time required to solve the problem using any 

currently known algorithm increases very quickly as the size 

of the problem grows. 

� As a result, the time required to solve even moderately large 
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� As a result, the time required to solve even moderately large 

versions of many of these problems easily reaches into the 

billions or trillions of years, using any amount of computing 

power available today. 

� As a consequence, determining whether or not it is possible 

to solve these problems quickly is one of the principal 

unsolved problems in computer science today.

NP-Complete Problems (5)

� While a method for computing the solutions to NP-
complete problems using a reasonable amount of 
time remains undiscovered, computer scientists 
and programmers still frequently encounter NP-
complete problems. 

� An expert programmer should be able to recognize 
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� An expert programmer should be able to recognize 
an NP-complete problem so that he or she does 
not unknowingly waste time trying to solve a 
problem which so far has eluded generations of 
computer scientists. 

� Instead, NP-complete problems are often 
addressed by using approximation algorithms in 
practice.

NP-Complete Problems (5)

� E.g. 

� Travelling salesman problem (TSP), 

� Job-shop scheduling (JSS), 

� Knapsack problem (KP)

� List of NP-Complete Problems 

See 
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See 

<http://en.wikipedia.org/wiki/List_of_NP-complete_problems>



Heuristic Algorithms (1)

� In practice a NP-complete problem can be exactly 
solved only enumerating, and evaluating, all 
possible solutions (all elements of the set Ω).

� This becomes rapidly impossible as n increases.

� Thus, we have to be satisfied with approximate 
solution methods, trying to build algorithms which 
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solution methods, trying to build algorithms which 
enable to obtain “sufficiently good” solutions in a 
reasonable time.

� Such methods are called “Heuristic Algorithms.”

� Heuristic methods are often tailored to the specific 
problems that they have to solve.

� Not explore all possible solutions of the problem.

Heuristic Algorithms (2)

� From a computational complexity point of view, a 
heuristic is an approximate algorithm which 
provides nearly optimal solutions to a NP 
problem in polynomial time.

� Consists in an iterative sequence of moves inside 
the solution space towards better points, trying to 
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the solution space towards better points, trying to 
avoid evident errors.

� Most are based on local search algorithms.
� Wander inside the solution space, and

� Each move is determined by evaluating neighboring 
candidates, and

� Entering to more promising areas of the solution space 
according to pre-specified criteria.

Heuristic Algorithms (3)

� For instance, say you are packing odd-shaped items into a 

box. 

� Finding a perfect solution is a hard problem: there is no 

known way to do it that is significantly faster than trying 

every possible way of packing them. 

� What most people do, then, is "put the largest items in first, 
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� What most people do, then, is "put the largest items in first, 

then fit the smaller items into the spaces left around them." 

� This will not necessarily be perfect packing, but it will usually 

give a packing that is pretty good. It is an example of a 

heuristic solution.

� Several heuristic methods are used by antivirus software to 

detect viruses and other malware.

Meta-Heuristic Algorithms

� There are, however, some all-purposes stochastic 
search methods which rely on basic ideas useful 
for any optimization problem, and for this reason 
are called meta-heuristic algorithms.

� E.g.
� Genetic Algorithms
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� Genetic Algorithms

� Ant Colony Algorithms

� Particle Swarm Optimization

� Genetic Programming

� Evolutionary Strategies



Robustness (1)

� Most algorithms are designed to specific applications and 
possibly containing problem specific operators and 
information. 

� Such methods are likely to be efficient when working on the 
problem for which they were designed, but likely to be far 
less efficient or even fail when used on other problems. 

� At the other end of the scale are robust techniques of almost 
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� At the other end of the scale are robust techniques of almost 
universal application. 

� Such techniques can, with little adaptation, work on a wide 
variety of problems but are likely to be much less efficient 
than highly tailored problem-specific algorithms. 

� GAs are naturally robust algorithms that by suitable 
adjustment of their Operators and data encoding can also be 
made highly efficient.

Robustness (2)

� Given enough information about the search space it will 

always be possible to construct a search method that will 

outperform a GA. 

� However, obtaining such information is for many problems 

almost as difficult as solving the problem itself. 

� The applicability or robustness of the GA is illustrated in the 
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� The applicability or robustness of the GA is illustrated in the 

following figure: 

� Although highly problem-specific methods can outperform 

GA, their domain of applicability is small. 

� By suitable small adjustments to a GA, the algorithm can be 

made more efficient whilst still retaining a high degree of 

robustness.

Robustness (3)
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Search Methods

� There are at least three (overlapping) meanings of 

"search":

� Search for stored data

� Search for paths to goals

� Search for solutions
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Search for Stored Data

� Here the problem is to efficiently retrieve 

information stored in computer memory. 

� Suppose you have a large database of names and 

addresses stored in some ordered way. 

� What is the best way to search for the record 
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� What is the best way to search for the record 

corresponding to a given last name? 

� "Binary search" is one method for efficiently finding 

the desired record.

Search for Paths to Goals (1)

� Here the problem is to efficiently find a set of 

actions that will move from a given initial state to a 

given goal. 

� This form of search is central to many approaches 

in artificial intelligence. 
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� A simple example—all too familiar to anyone who 

has taken a course in AI—is the "8−puzzle," 

illustrated in following slide. 

Search for Paths to Goals (2)

a. The problem is to 

find a sequence of 

moves that will go 

from the initial 

state to the state 

with the tiles in 
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with the tiles in 

the correct order 

(the goal state).

b. A partial search 

tree for the 

8−puzzle.

Search for Paths to Goals (3)

� A set of tiles numbered 1–8 are placed in a square, leaving 
one space is empty. 

� Sliding one of the adjacent tiles into the blank space is 
termed a "move." Figure (a) illustrates the problem of finding 
a set of moves from the initial state to the state in which all 
the tiles are in order. 

� A partial search tree corresponding to this problem is 
illustrated in figure (b) 
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illustrated in figure (b) 

� The "root" node represents the initial state, the nodes 
branching out from it represent all possible results of one 
move from that state, and so on down the tree. 

� The search algorithms discussed in most AI contexts are 
methods for efficiently finding the best (here, the shortest) 
path in the tree from the initial state to the goal state. 

� Typical algorithms are depth first search, branch and bound, 
and A*.



Search for Solutions

� This is a more general class of search than "search 

for paths to goals". 

� The idea is to efficiently find a solution to a problem 

in a large space of candidate solutions. 

� These are the kinds of search problems for which 
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� These are the kinds of search problems for which 

genetic algorithms are used.

Search Methods – Discussion (1)

� There is clearly a big difference between the first kind of 

search and the second two. 

� The first concerns problems in which one needs to find a 

piece of information (e.g., a telephone number) in a 

collection of explicitly stored information. 

� In the second two, the information to be searched is not 
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� In the second two, the information to be searched is not 

explicitly stored; rather, candidate solutions are created as 

the search process proceeds. 

� For example, the AI search methods for solving the 8−puzzle 

do not begin with a complete search tree in which all the 

nodes are already stored in memory; for most problems of 

interest there are too many possible nodes in the tree to 

store them all. 

Search Methods – Discussion (2)

� Rather, the search tree is elaborated step by step 

in a way that depends on the particular algorithm, 

and the goal is to find an optimal or high quality 

solution by examining only a small portion of the 

tree. 

� Likewise, when searching a space of candidate 
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� Likewise, when searching a space of candidate 

solutions with a GA, not all possible candidate 

solutions are created first and then evaluated; 

� rather, the GA is a method for finding optimal or 

good solutions by examining only a small fraction 

of the possible candidates.

Search Methods – Discussion (3)

� "Search for solutions" includes "search for paths to 
goals," since a path through a search tree can be 
encoded as a candidate solution. 

� For the 8−puzzle, the candidate solutions could be 
lists of moves from the initial state to some other 
state (correct only if the final state is the goal 
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state (correct only if the final state is the goal 
state). 

� However, many "search for paths to goals" 
problems are better solved by the AI tree−search 
techniques (in which partial solutions can be 
evaluated) than by GA or GA−like techniques (in 
which full candidate solutions must typically be 
generated before they can be evaluated).



Search Methods – Discussion (4)

� However, the standard AI tree-search (or, more 
generally, graph-search) methods do not always 
apply. 

� Not all problems require finding a path from an 
initial state to a goal.

� The GA is a general method for solving "search for 
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� The GA is a general method for solving "search for 
solutions" problems (as are the other evolution-
inspired techniques, such as evolutionary 
strategies and evolutionary programming). 

� Hill climbing, simulated annealing, and tabu search 
are examples of other general methods. Some of 
these are similar to "search for paths to goals" 
methods such as branch-and-bound and A*.

Common Steps of Search for Solutions

1) Initially generate a set of candidate solutions (in the 

GA this is the initial population), 

2) Evaluate the candidate solutions according to 

some fitness criteria, 

3) Decide on the basis of this evaluation which 
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3) Decide on the basis of this evaluation which 

candidates will be kept and which will be discarded, 

and 

4) Produce further variants by using some kind of 

operators on the surviving candidates.


